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SUMMARY 
 
Con Edison operates approximately twenty-seven thousand network transformers, responsible 
for delivering power to 3.4 million customers. Failures of these transformers can result in 
safety issues, unplanned field work, and expensive equipment replacement. Installation of 
remote monitoring via power line carrier has enabled Con Edison to estimate network 
transformer health condition with deterministic rules and experts’ input. This paper 
summarizes a preliminary effort to complement these capabilities with a probabilistic model 
driven by network transformer metadata. Evaluating several machine learning methods, a 
model is built to estimate network transformer failure probabilities and classify network 
transformers as either failing or not in the next year. This paper summarizes the data 
collection, analytic model, and future steps for machine learning applied to network 
transformer asset management. 
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1. INTRODUCTION 
  
Con Edison’s high-density service territory includes approximately 27,000 network 
transformers that serve nearly 3.4 million retail customers. Online monitoring capabilities 
have been deployed on these network transformers over the past many years, and are 
responsible for reducing network transformer failures significantly. 
 
Operational data from the transformers are used to prioritize inspection and removal. This 
paper summarizes an effort to use only network transformer metadata to predict failure and 
derive a “survival curve” showing risk of equipment failure at an arbitrary point in the future. 
 
Network transformers may not have as much instrumentation as larger transformers, so 
extracting estimates of remaining useful life and failure probabilities from metadata alone 
increases the applicability of machine learning models to network transformers in particular. 
 
 
 

2. INCORPORATED DATA  
 

Con Edison’s network transformers are described by a demographic code to quickly 
understand a network transformer’s engineering specification. These codes describe a 
transformer’s properties, such as its kVA rating and cooling method. The following features 
were included across network transformers considered: 
 

• kVA Rating 
• Vault Style1 
• Primary Nominal Voltage 
• Manufacturer 
• Low Voltage Rating 
• Cooling Medium2 
• High Voltage Design Features3 
• Modifications Made4 
• Age5 

 
We prepare the metadata for our machine learning model by using “one-hot encoding”. The 
metadata is deconstructed into a 77-dimension vector where each categorical feature is 
encoded by a binary value in the cell. For example, the cooling medium feature of an oil-
cooled transformer is represented by a ‘1’ in the “Oil Cooled” labeled cell and a “0” in every 
other cell describing the cooling medium. As each transformer in the dataset is characterized 
by seven categorical features, we are able to sufficiently encode our metadata with just seven 
“1”s across the vector. This one-hot encoded representation of the metadata is then combined 
with the age of the transformer to create the complete metadata observation vector.  

                                                 
1 This includes: Vault Type Transformer, Vault Type Transformer with a throat, Subway Type End Mount  
 
2 Namely: Dry, Mineral Oil, Cast Resin, Silicone, Oil to FR3 or Biotemp, FR3 Only, Biotemp Only 
 
3 For example: High voltage bushings, high voltage taps, high voltage receptacles 
 
4 Examples include: Stainless steel tanks, Neutral bushings, High Fault Energy Tank Designs 
 
5 Age here is defined as the number of years from year of manufacture to present 
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Some codes were unable to be decoded and were excluded from consideration. These codes 
included those that were the wrong length, contained invalid letters, or did not belong to 
network transformers. Furthermore, any transformer records with missing features (e.g. 
unknown date of manufacture/age) were excluded. They constituted a small minority of the 
overall dataset. 
 
The cleaned, consolidated dataset consisted of 26,736 training examples, including 2,757 
failure examples.  
 
 
 

3. PROBLEM FORMULATION 
 

We considered several possible formulations for the model. Ultimately, we framed the 
problem with the goal of predicting last 12 months of network transformer failures. 
Specifically, failures prior to June 2016 were used in training the model, and failures 
afterwards were used to test the model. We experimented with randomly generated test and 
training sets, many generating better overall model accuracy, but ultimately used the trailing 
annual sample. This was to simulate the type of problem the model will be applied to moving 
forward. 
 
The problem is formulated as one of classification. That is, given transformer metadata, 
would the transformer fail or not fail in the test year? Specifically, any transformer that failed 
in the test period is a positive example, and any transformer that did not fail is a negative 
example. 
 
 
 

4. MACHINE LEARNING MODEL 
  

We applied over 50 algorithmic profiles to the cleaned and consolidated dataset. These 
models included logistic regression, support vector machines, random forests, decision trees 
with adaptive boosting, and Gaussian processes. 
 
The best performing model overall was AdaBoost, a meta-algorithm combining several weak 
classifiers (each classifier is a decision tree) into one strong classifier. Each weak classifier is 
weighted based on its weighted sum error. 
 
 
 

5. PRELIMINARY RESULTS 
 
The best model accuracy, consistent across a variety of randomly generated test/training set 
combinations, in addition to the final trailing year test set, was 99.3% overall. The AdaBoost 
algorithm was able to correctly classify 99.8% of non-failures (23,749 out of 23,797) and 
69.5% of failures (285 out of 410 total). 
 
If the AdaBoost model generalizes and its estimates were used to inform maintenance actions, 
fleet failure percent might amount to approximately 1% per year (285 out of 23,797 assets 
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total). This would be improved further by incorporating inspection data and sensor data, 
where available. 
 
The receiver operating characteristic (ROC) curve for the best performing model is included 
below in Figure 1. This curve describes the tradeoff between model specificity and sensitivity. 
On one axis is the true positive rate, that is, the percent of failing transformers that were 
accurately classified as failing. On the horizontal axis is the false positive rate, that is, the 
percent of non-failing transformers that were inaccurately classified as failing. 
 
As we decrease the probability threshold above which a transformer is classified as failing, 
we increase the number of true positives, but also increase the number of false positives. 
Conversely, if we are to raise this probability threshold, the number of true positives would 
decrease, as would the number of false positives. The tradeoff is represented graphically in 
the ROC curve. 
 
False positives and false negatives have different costs. A false positive (inaccurately 
classifying a network transformer as failing in the upcoming year) might result in unnecessary 
inspection and/or premature removal. Conversely, a false negative might result in an in-
service failure, or with lower probability, an expensive high-energy failure. 
 
Determining the ratio of these costs would allow us to optimize the model sensitivity, but is 
beyond the scope of this preliminary study. 
 

 
Figure 1 : AdaBoost Model ROC Curve 
 
Separately, we constructed “survival curves” for each transformer based on a statistical 
survival model. An example is below. These show the probability of failure at a given age, 
based on the model’s assessment of a given transformer’s metadata. These curves allow us to 
compare various classes of network transformers failure risk, and to inform strategic decisions 
around transformer replacement, maintenance, and repair. 
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Figure 2: Survival Curves for two different network transformers 
 
 

6. FUTURE STEPS 
 

There are two major planned next steps. The first is modify problem formulation to focus on 
install base “snapshots” as opposed to current fleet data, to expand the scope of metadata 
included, and to formalize the results. 
 
The second phase is to incorporate a variety of time series data into proprietary model types. 
Time series under consideration includes remote monitoring sensor data (for example, 
temperature, pressure, and loading), dissolved gas analysis data (DGOA), and inspection data 
(for example, noting corrosion levels). 
 
These methods are not limited to network transformers: they could also be deployed on other 
classes of transmission and distribution infrastructure (breakers, substation transformers, etc.). 
Future steps may expand the scope of analyzed equipment. 
 
 
 

7. CONCLUSION 
 
Machine learning models are applied to network transformer metadata, with the objective of 
classifying transformers as either failing or not failing in a test year (i.e. predicting failure). 
The best model accuracy achieved was 99.3% overall, 99.8% in predicting non-failing 
examples, and 69.5% in predicting failing examples. Future work will expand this study to 
include time series data, such as sensor readings.
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